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DATA CONSUMPTION PHILOSOPHIES

Data 
source A

Data 
source B

Data 
source C

Mediator

Query Result

Heterogeneous data sources
known in advance

Exported schemata

Global schema

Mediator

Query Result

Distributed data services with 
dynamic binding

Exported API

. . .

Oracle approach

- Data: model of a mini-world, it is a set of facts structured according to some data model
- Query: precisely stated it can include terms, operators (and/or/negation, relational,

aggregation), and constraints
- Result: collection of items that completely or partially correspond to consumers requirements

(precision & recall)
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https://www.w3schools.com/sql/trysql.asp?filename=trysql_select_join_inner2

EXAMPLE
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External medium (tape or cards)
Data dedicated to one application
Data seen as flowing through a stationary 
processor

Not much different from Hollerith’s tabulator
“Batch Processing”

Invoice

Master Tape Updated Master

Orders

Computer

SEQUENTIAL DATA PROCESSING
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The key property of  disks:
 Random access to stored data

Records can contain pointers to other records

Records can be indexed by their values and 
accessed directly using B trees

Prof. Rudolf  Bayer, Tech. Univ Munich 

Don Chamberlain

record

record

record

DISKS MADE MODERN DATABASES POSSIBLE
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Jim Gray

IDENTIFICATION: document

ENVIRONMENT: OS

DATA: Files/Records

PROCEDURE: code

COBOL

AUTHOR, PROGRAM-ID, INSTALLATION, 
SOURCE-COMPUTER, OBJECT-COMPUTER, 
SPECIAL-NAMES, FILE-CONTROL, I-O-CONTROL, 
DATE-WRITTEN, DATE-COMPILED, 
SECURITY.

CONFIGURATION SECTION. 
INPUT-OUTPUT SECTION. 

FILE SECTION. 
WORKING-STORAGE SECTION. 
LINKAGE SECTION. 
REPORT SECTION. 
SCREEN SECTION.

• CODASYL – DBTG (1967)    
COnference on DAta SYstems Languages
Data Base Task Group
• Defined DDL for a network data model

Set-Relationship semantics 
Cursor Verbs 

• Isolated from procedures
• No encapsulation
• DATA division is the Schema ancestor

“Us”

“them”

CODE & DATA: SEPARATED AT BIRTH
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qMany applications share data in common

qData is managed by a centralized system 
qCosts are shared
qRedundancy and inconsistency are minimized

qControl is improved
qAccess language can be standardized
qData becomes an enterprise resource 

qShared utilities: backup, recovery, replication, . . .

Database Management 
System

Schema & Data

INTEGRATED DATABASES (MID 60’S)
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18/01/2020

{
"geometry": {
"type": "Point", 
"coordinates": [

4.821773, 
45.7513

]
}, 
"full_location": "Autoroute du Soleil, 

69005 Lyon", 
"_id": "Criter11185353", 
"properties": {
"confidentiality": "noRestriction", 
"probability": "certain", 
"mobility": "", 
"creationtime": "2016-06-07 19:40:00", 
"publiceventtype": "", 
"networkmanagementtype": "", 
"observationtime": "2016-06-07 

19:40:00", 
"last_update": "2016-06-07 19:43:30", 
"numberoflanesrestricted": "0", 
"effectonroadlayout": "", 
"creator": "CRITER", 
"id": "Criter11185353", 

"firstsupplierversiontime": "2016-06-07 
19:40:00", 

"version": "1", 
"linkname": "", 
"type": "VehicleObstruction", 
"status": "active", 
"direction": "bothWays", 
"locationtype": "nonLinkedPoint", 
"disturbanceactivitytype": "", 
"last_update_fme": "2016-06-07 

19:44:29", 
"endtime": "", 
"creationreference": "", 
"informationstatus": "real", 
"townname": "Voie Rapide Urbaine de 

Lyon", 
"publiccomment": "Bouchon, km 455|Voie 

Rapide Urbaine de Lyon", 
"roadmaintenancetype": "", 
"versiontime": "2016-06-07 19:43:26", 
"starttime": "2016-06-07 19:40:00", 
"gid": "39258", 
"abnormaltraffictype": ""
}

}

- Relational
- Key-Value
- Column oriented Tabular
- Document oriented

Raw data collections

- How to transform data collections ?
- Which is the best adapted model?

à Polyglot persistence

Approaches dealing with transformation rules inspired in the
relational case

tabular (csv, excel)

Media (XML, JSON, BLOB)
Graph

MODELING DATA COLLECTIONS
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CuratedRaw

Increased versatility
& complexity

Increased scalability
& speed

Data collections rawness degree

Key-Value
stores

Document
stores

Extensible
record stores

NewSQL
Relational databases

Graph 
Databases

QueryingLook up (R/W) 
Analytics

AggregationProcessing Navigation

DATA CURATION AT SCALE
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Big Data Management at Scale
from data processing to architectures
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MapReduce
Data Processing for 

Complex
BI and Reporting

Streaming
Real-time 

processing and 
fulfillment

Document
Transactional

Document Storage 
for cohesive and 

large transactional 
data

Relational 
Transactional

Relational storage 
for highly structured 
transactional data

Document
Archival

Document Storage 
for Archival 

Solutions

Data Access Patterns
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Distributed storage system

Structured data system

Distributed processing system

Query language

Performance for data access
fault tolerance, availability, scalability

Performance for complex operations (SQL 
like joins & grouping, data analysis)

Simple & flexible data model (key-value), basic 
access operations (lookup API)

High level languages for accessing 
data and controlling processing

Individual users & applications

CLOUD DATA MANAGEMENT: FUNCTIONS VIEW
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Distributed storage system

Structured data system

Distributed processing system

Query language

Individual users & applications

Distributed file systems:
Google file system, Hadoop Distributed File System, CloudStore
Cloud-based file Service: Amazon S3
P2P-like file service: Amazon Dynamo

Google BigTable & other BigTable implementations like Hbase, Cassandra, Amazon SimpleDB

Google/Hadoop MapReduce

HiveQL, JaQL, Pig on top of Hadoop Map-Reduce

CLOUD DATA MANAGEMENT: FUNCTIONS VIEW



DISTRIBUTED FILE SYSTEM
Reliable distributed file system

Data kept in “chunks” spread across machines

Each chunk replicated on different machines 
 Seamless recovery from disk or machine failure

J. LESKOVEC, A. RAJARAMAN, J. ULLMAN: MINING OF MASSIVE DATASETS, HTTP://WWW.MMDS.ORG 15

C0 C1

C2C5

Chunk server 1

D1

C5

Chunk server 3

C1

C3C5

Chunk server 2

…
C2D0

D0

Bring computation directly to the data!

C0 C5

Chunk server N

C2
D0

Chunk servers also serve as compute servers



OPEN SOURCE BIG DATA STACKS
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Notes:
• Giant byte sequence 

at the bottom
• Map, sort, shuffle, 

reduce layer in middle
• Possible storage layer 

in middle as well
• HLLs now at the top

From Mike Carey



http://asterixdb.ics.uci.edu

“One Size Fits a Bunch”

Semi-
structured

Data 
Management

Parallel
Database 
Systems

Data-
Intensive
Computing

•Inside “Big Data Management”: Ogres, Onions, or Parfaits?, Vinayak Borkar, Michael J. Carey, Chen Li, EDBT/ICDT 2012 Joint Conference Berlin
•Data Services, Michael J. Carey, Nicola Onose, Michalis Petropoulos
CACM June 2012, (Vol55, N.6)

ASTERIXDB PROJECT @ UCI

http://asterixdb.ics.uci.edu/


#ASTERIXDB

THE ASTERIX SOFTWARE STACK
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COMPUTING CAPACITY

19



DATA SCIENCE TOOLBOXES

20



21

ENACTMENT ENVIRONMENTS
Big Data Platforms & Stacks WIDE environments Machine Learning Services
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DATA SCIENCE VIRTUAL MACHINE
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WHICH TOOLS FOR DATA SCIENCE

Programming language: 
- Python one of  the most flexible programming languages because it can be seen as a multiparadigm language 
- Alternatives are MATLAB and R
Fundamental libraries for data scientists in Python: NumPy, SciPy, Pandas and Scikit-Learn
- NumPy provides, support for multidimensional arrays with basic operations on them and useful linear algebra 

functions. 
- SciPy provides a collection of  numerical algorithms and domain-specific toolboxes, including signal processing, 

optimization, statistics. 
- Matplotlib tools for data visualization 
- Sci-kit-Learn: machine learning library with tools such as classification, regression, clustering, dimensionality 

reduction, model selection, and preprocessing. 
- Pandas: provides high-performance data structures and data analysis tools for data manipulation with integrated 

indexing
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DATA SCIENCE ECOSYSTEM & 
INTEGRATED DEVELOPMENT ENVIRONMENT

To get started on solving data-oriented problems, we need to set up our programming environment 

Decide programming language version, whether to install a data scientist ecosystem by individual tool-
boxes, or to perform a bundle installation

- For example, Anaconda Python provides integration of all the Python toolboxes and applications
for data scientists in a single directory

The integrated development environment (IDE) is an essential tool designed to
maximize programmer productivity.
- The basic pieces of any IDE are three: the editor, the compiler, (or interpreter) and the

debugger.
- Examples: PyCharm,9 WingIDE10, SPYDER (Scientific Python Development EnviRonment)
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WEB INTEGRATED DEVELOPMENT ENVIRONMENT

Web-based IDEs were developed considering how not only your code but also all your environment and
executions can be stored in a server.
- The server can be set up in a centre, such as a university or school
- Students can work on their homework either in the classroom or at home
- Students can execute all the previous steps over and over again, and then change some particular code cell (a

segment of the document that may content source code that can be executed) and execute the operation again.

For example IPython has been issued as a browser version of  its interactive console: Jupyter
- Markdown (a wiki text language) cells can be added to introduce algorithms. 
- It is also possible to insert Matplotlib graphics to illustrate examples or even web pages. 
- Experiments can become completely and absolutely replicable. 
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WEB INTEGRATED DEVELOPMENT ENVIRONMENT
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Helps to simplify large amounts of  data in a sensible way

 A simple way to describe the data

 Presenting quantitative descriptions in a manageable form

Main steps

 Data preparation: generate statistically valid descriptions

 Descriptive statistics: Generate different statistics to 

 Describe and summarize the data concisely

 Evaluate different ways to visualize them

28

DESCRIPTIVE STATISTICS
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READ & CHECK DATA



+
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REPRESENT & GROUP DATA



SUMMARIZING DATA
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Categorical data:

 A simple tabulation of the frequency of each category is the best non-graphical exploration for 
data analysis

 For example, we can ask ourselves what is the proportion of high-income professionals in our 
database

A quantitative variable:

 The characteristics of the population distribution of a quantitative variable are its mean, 
deviation, histograms, outliers, etc.

 Exploratory data analysis is a way to make preliminary assessments about the population 
distribution
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SUMMARIZING DATA
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SUMMARIZING DATA
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SUMMARIZING DATA



DATA DISTRIBUTION
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Summarizing data by just looking at their mean, median, and variance can 
be dangerous

Validate the data by inspecting them

Very different data can be described by the same statistics

à An histogram is a graph that shows the frequency of  each value
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DATA DISTRIBUTIONS



37

DATA DISTRIBUTIONS
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DATA DISTRIBUTIONS
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DATA DISTRIBUTIONS
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§The Cumulative Distribution Function (CDF) 
describes the probability that a real-valued 
random variable X with a given probability 
distribution will be found to have a value 
less than or equal to x

DATA DISTRIBUTIONS
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CONTINUOUS DISTRIBUTION



OUTLIERS
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Outliers are data samples with a value that is far from the central tendency

Different rules can be defined to detect outliers:

 Computing samples that are far from the median

 Computing samples whose values exceed the mean by 2 or 3 standard deviations
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OUTLIER TREATMENT



44

OUTLIER TREATMENT
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OUTLIER TREATMENT
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OUTLIER TREATMENT
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OUTLIER TREATMENT
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OUTLIER TREATMENT



ESTIMATIONS
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Skewness is a statistic that measures the asymmetry of  the set of  𝑛 data samples:

𝑔 𝑋 =
1
𝑛
∑'()* 𝑥𝑖 − µ /

σ/

 Negative deviation indicates that the distribution “skews left” (it extends further to the left than to the right)

 One can easily see that the skewness for a normal distribution is zero, and any symmetric data must have a 

skewness of  zero

50

MEASURING ASYMMETRY
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MEASURING ASYMMETRY



The Pearson’s median skewness coefficient is a more robust alternative to the skewness coefficient:

𝑔 𝑋 = 3 µ − µ12 σ
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MEASURING ASYMMETRY



Estimate the distribution non-parametrically (i.e., making no assumptions about the form 
of  the underlying distribution) using kernel density estimation:

 We are interested in a continuous representation of  the data

 For instance, a Gaussian kernel to generate the density around the data
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KERNEL DENSITY
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KERNEL DENSITY
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KERNEL DENSITY



Use estimates to approximate the values of  unknown parameters of  a dataset:

 Estimated mean, variance, and standard score: Point estimators that are single numerical estimates of  

parameters of  a population

 Covariance, Pearson’s correlation and Spearman’s rank correlation: Variables of  data can express 

relations

56

ESTIMATION



Given a dataset as a series of  values, { 𝑥𝑖 }, the sample mean is an estimator

 For instance for the dataset {0.33, −1.76, 2.34, 0.56, 0.89}, the sample mean is 0.472

 Two ways:

 Remove outliers and then calculate the sample mean

 Use the sample median as an estimator of  the mean of  the distribution
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ESTIMATED MEAN



If  there are no outliers, the sample mean minimizes the following mean squared error:

𝑀𝑆𝐸 𝑋 =
1
𝑛
5
'()

*

𝑥𝑖 − µ 6
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ESTIMATED MEAN



Given a dataset as a series of  values, { 𝑥𝑖 }, we can use the sample variance as an estimator

 For large samples:

σ6 𝑋 =
1
𝑛
5
'()

*

𝑥𝑖 − 𝑥 6

 For small samples:

σ6 𝑋 =
1

𝑛 − 15
'()

*

𝑥𝑖 − 𝑥 6
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ESTIMATED VARIANCE



Normalize data:

 Avoid data that come in different units

 Even data that come in the same units can still belong to different distributions

Given a dataset as a series of values, { 𝑥𝑖 }, we convert the data to 
standard scores by:

𝑧𝑖 =
𝑥𝑖 − µ

σ
𝑍 is dimensionless and its distribution has a mean of 0 and variance 
of 1
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STANDARD SCORE



When two datasets 𝑋, 𝑌 share the same tendency, we speak about covariance:

 Let us center the data with respect to their mean:

𝑑𝑥𝑖 = 𝑥𝑖 − µ𝑋
𝑑𝑦𝑖 = 𝑦𝑖 − µY

 The covariance is defined as the mean of  the following products:

𝐶𝑜𝑣 𝑋, 𝑌 =
1
𝑛 5

'()

*

𝑑𝑥𝑖 𝑑𝑦𝑖

where 𝑛 is the length of  both sets
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COVARIANCE



The Pearson’s correlation is always between −1 and +1, where the magnitude depends on the degree of  
correlation:

ρ =
1
𝑛
5
'()

*
𝑥𝑖 − µ𝑋

σ𝑋

𝑦𝑖 − µ𝑌
σ𝑌

=
𝐶𝑜𝑣 𝑋, 𝑌

σ𝑋σ𝑌
 If  the Pearson’s correlation is 1 (or −1), it means that the variables are perfectly correlated; this means that one variable can predict the 

other very well

 Having ρ = 0, does not necessarily mean that the variables are not correlated! Pearson’s correlation captures correlations of  first order, but
not nonlinear correlations
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PEARSON’S CORRELATION



Use the ranks of  the sorted sample data, instead of  the values themselves:

 It computes the correlation between the ranks of  the data

 It comes as a solution to the robustness problem of  Pearson’s correlation when the data contain outliers

For example:

X = [ 10, 20, 30, 40, 1000 ], Y = [−70,−1000,−50,−10,−20 ]

RX = [ 1.0, 2.0, 3.0, 4.0, 5.0 ], RY = [ 2.0, 1.0, 3.0, 5.0, 4.0 ]
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SPEARMAN’S RANK CORRELATION
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F I R S T  S T E P S  T O  D S  P I P E L I N E S
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Find the Google earth images of the location of the teams that are not farther than 3 km from
my current position and show me the team nickname, post and twitter id of the Twitter posts
talking about todays’ phase mechanical problems tackled by other teams (#mechanical) willing to
share experiences (#gossip)

LOW COST (SLA)
• Battery
• Time
• Price

I want to combine services such that the total  execution cost will not be higher than 3 
dollars (3), it will not last more than 40 seconds (1), and it will not consume more than 43 
energy units (2)

GAZELLES RALLY DATA BROKERING
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follow

interests

location σdist

π

σgossip

⋈
σmechanical

[time win]

⋈Fetch
Activity
Type

Projection
Activity Type

Correlation 
Activity Type

Filter Activity 
Type

independent

dependent

concurrent

PIPELINE
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PIPELINE

fetchdata

group by gender (M, F)

Select income > 50K

% high income
of all professionals

% high 
income of F, M

avg[age] med[age]

High income F/M <- mean,variance, std, 
median

avg [age] F/ M <-variance, std Difference M - F

median [age] F/ M

plot [age] Probability Mass Function (PMF) plot M,F

Cummulative Distribution Function (PMF) M,F

Late/early promotion M,F

Results (S 4.2.4)

Continuous distribution CDF PMF

Normal(ize)

Kernel density

Bimodal distribution

Estimation MSE, var, statistics scores, covar Pearson’s , Spearman’s correlation

Outliers
High income.median [-15, + 35]

prune

Stats with(out) outliers

Difference in promotion

Summary

Skewness
Pearson’s skewness



We have familiarized with the basic concepts and procedures of  descriptive statistics to explore a dataset:

 Central measures of  tendency such as the sample mean and median

 Variability measures such as the variance and standard deviation

 Measures can be affected by outliers

We obtain a continuous representation of  the sample distribution using the kernel density

We estimate the correlation and the covariance of  datasets using Pearson’s and the Spearman’s rank 
correlations
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FINAL REMARKS



F I R S T  S T E P S  T O  D S  P R O J E C T S
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SMART ENERGY
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https://www.kaggle.com/ljvmiranda/philippines-energy-use

UNDERSTANDING ENERGY CONSUMPTION IN THE PHILIPPINES

https://www.kaggle.com/ljvmiranda/philippines-energy-use
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ML STUDIOS
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- Data loading
- In memory/cache/disk indexing 
- Data persistence 
- Query optimization
- Concurrent access
- Consistency and access control 
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Functions must be revisited under less strong hypothesis to support the
enactment of data science pipelines

DATA CONSUMPTION PHILOSOPHIES
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MACHINE LEARNING STUDIOS
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MACHINE LEARNING STUDIOS
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MACHINE LEARNING STUDIOS
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MACHINE LEARNING STUDIOS



MACHINE 
LEARNING 

STUDIOS
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ENACTMENT ENVIRONMENTS
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